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Chapter 3: Transport 
Layer

The transport layer has the critical role of providing communication services 
directly to the application processes running on different hosts in the network. 
We examine the possible services provided by a transport- layer protocol and 
the principles underlying various approaches toward providing these services. 
We'll also look at how these services are implemented and instantiated in 
existing protocols; as usual, particular emphasis will be given to the Internet 
protocols, namely, the TCP and UDP transport- layer protocols. 
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Transport Layer
Chapter goals:
r understand principles 

behind transport layer 
services:
m multiplexing/demultiplex

ing
m reliable data transfer
m flow control
m congestion control

Chapter Overview:
r transport layer services
r multiplexing/demultiplexing
r connectionless transport: UDP
r principles of reliable data 

transfer
r connection-oriented transport: 

TCP
m reliable transfer
m flow control
m connection management

r principles of congestion control
r TCP congestion control



3

3: Transport Layer 3-3

Transport services and protocols

r provide logical 
communication between 
app’ processes running 
on different hosts

r transport protocols run 
in end systems 
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A transport- layer protocol provides for logical communication between 
application processes running on different hosts. By logical communication, 
we mean that although the communicating application processes are not 
physically connected to each other (indeed, they may be on different sides of 
the planet, connected via numerous routers and a wide range of link types), 
from the applications' viewpoint, it is as if they were physically connected. 
Application processes use the logical communication provided by the transport 
layer to send messages to each other, free from the worry of the details of the 
physical infrastructure used to carry these messages. 

Transport- layer protocols are implemented in the end systems but not in 
network routers. Network routers only act on the network-layer fields of the 
layer-3 PDUs; they do not act on the transport-layer fields. 

On the sending side, the transport layer converts the messages it receives from 
a sending application process into layer-4 PDUs (that is, transport- layer 
protocol data units). This is done by (possibly) breaking the application 
messages into smaller chunks and adding a transport- layer header to each 
chunk to create layer-4 PDUs. The transport layer then passes the layer-4 
PDUs to the network layer, where each layer-4 PDU is encapsulated into a 
layer-3 PDU. On the receiving side, the transport layer receives the layer-4 
PDUs from the network layer, removes the transport header from the layer-4 
PDUs, reassembles the messages, and passes them to a receiving application 
process.
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transport vs network layer services
r segment - unit of data exchanged between transport 

layer entities
m aka TPDU: transport protocol data unit

r IP service model: best-effort delivery service
r network layer: data transfer between end systems
r transport layer: data transfer between processes 
m relies on, enhances, network layer services 
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To simplify terminology, when in an Internet context, we refer to the 4-PDU as 
a segment. We mention, however, that the Internet literature (for example, the 
RFCs) also refers to the PDU for TCP as a segment but often refers to the PDU 
for UDP as a datagram. But this same Internet literature also uses the 
terminology datagram for the network- layer PDU! 

The Internet's network- layer protocol has a name--IP, for Internet Protocol. IP 
provides logical communication between hosts. The IP service model is a best-
effort delivery service. This means that IP makes its "best effort" to deliver 
segments between communicating hosts, but it makes no guarantees. In 
particular, it does not guarantee segment delivery, it does not guarantee orderly 
delivery of segments, and it does not guarantee the integrity of the data in the 
segments. For these reasons, IP is said to be an unreliable service. Every host 
has a unique IP address. 

The transport layer lies just above the network layer in the protocol stack. 
Whereas a transport- layer protocol provides logical communication between 
processes running on different hosts, a network- layer protocol provides logical 
communication between hosts. This distinction is subtle but important. 
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Transport-layer protocols

Internet transport services:
r reliable, in-order unicast

delivery (TCP)
m congestion 
m flow control
m connection setup

r unreliable (“best-effort”), 
unordered unicast or 
multicast delivery: UDP

r services not available: 
m real-time
m bandwidth guarantees
m reliable multicast 
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A computer network can make more than one transport-layer protocol available to network applications. 
The Internet, and more generally a TCP/IP network, makes available two distinct transport -layer 
protocols to the application layer: UDP (User Datagram Protocol), which provides an unreliable, 
connectionless service to the invoking application, and TCP (Transmission Control Protocol), which 
provides a reliable, connection-oriented service to the invoking application. When designing a network 
application, the application developer must specify one of these two transport protocols when creating 
sockets. 

Having taken a glimpse at the IP service model, let's now summarize the service model of UDP and TCP. 
The most fundamental responsibility of UDP and TCP is to extend IP's delivery service between two end 
systems to a delivery service between two processes running on the end systems. Extending host-to-host 
delivery to process-to-process delivery is called application multiplexing and demultiplexing. We'll 
discuss application multiplexing and demultiplexing in the next section. UDP and TCP also provide 
integrity checking by including error-detection fields in their headers. These two minimal transport -layer 
services--process-to-process data delivery and error checking--are the only two services that UDP 
provides! In particular, like IP, UDP is an unreliable service--it does not guarantee that data sent by one 
process will arrive intact to the destination process. TCP, on the other hand, offers several additional 
services to applications. First and foremost, it provides reliable data transfer. Using flow control, 
sequence numbers, acknowledgments, and timers (techniques we'll explore in detail in this chapter), TCP 
ensures that data is delivered from sending process to receiving process, correctly and in order. TCP thus 
converts IP's unreliable service between end systems into a reliable data transport service between 
processes. TCP also uses congestion control. Congestion control is not so much a service provided to the 
invoking application as it is a service for the Internet as a whole, a service for the general good. In loose 
terms, TCP congestion control prevents any one TCP connection from swamping the links and switches 
between communicating hosts with an excessive amount of traffic. In principle, TCP permits TCP 
connections traversing a congested network link to equally share that link's bandwidth. This is done by 
regulating the rate at which the sending-side TCPs can send traffic into the network. UDP traffic, on the 
other hand, is unregulated. An application using UDP transport can send at any rate it pleases, for as long 
as it pleases. 
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application
transport
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M P2
application
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receiver

q Multiplexing: gathering data at source from different app layer 
processes and put them on the same link
q Demultiplexing: delivering received segments to correct app layer 
processes
q M/D: based on sender, receiver port numbers, IP addresses 
qStatistical and non-statistical multiplexing
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A multiplexing/demultiplexing service is needed for all computer networks. 
Each transport-layer segment has a set of fields that determine the process to 
which the segment's data is to be delivered. At the receiving end, the transport 
layer can then examine these fields to determine the receiving process and then 
direct the segment to that process. This job of delivering the data in a 
transport- layer segment to the correct application process is called 
demultiplexing. The job of gathering data at the source host from different 
application processes, enveloping the data with header information (that will 
later be used in demultiplexing) to create segments, and passing the segments 
to the network layer is called multiplexing.

Multiplexing can be statistical (packet switching) and non-statistical (i.e. time 
division – circuit switching). With statistical multiplexing the network bit rate 
is less than the sum of the bit rates produced by the different application layer 
processes. This may produce packet loss (therefore it implies congestion 
control).



7

3: Transport Layer 3-7

UDP: User Datagram Protocol [RFC 768]

r “no frills,” “bare bones” 
Internet transport 
protocol

r “best effort” service, UDP 
segments may be:
m lost
m delivered out of order 

to app
r connectionless:

m no handshaking between 
UDP sender, receiver

m each UDP segment 
handled independently 
of others

Why is there a UDP?
r no connection 

establishment (which can 
add delay)

r simple: no connection state 
at sender, receiver

r small segment header
r no congestion control: UDP 

can blast away as fast as 
desired

UDP is a vacuous transport protocol, that does just about as little as a transport protocol can 
do. In particular, on the sending side, it does not provide much more than taking the messages 
from the application process and passing them directly to the network layer; and on the 
receiving side, more than taking the messages arriving from the network layer and passing
them directly to the application process. More than this, UDP provides a 
multiplexing/demultiplexing service in order to pass data between the network layer and the
correct process. However, aside from the multiplexing/demultiplexing function and some light 
error checking, it adds nothing to IP. In fact, if the application developer chooses UDP instead 
of TCP, then the application is almost directly talking with IP. UDP takes messages from the 
application process, attaches source and destination port number fields for the 
multiplexing/demultiplexing service, adds two other small fields, and passes the resulting 
segment to the network layer. The network layer encapsulates the segment into an IP datagram
and then makes a best-effort attempt to deliver the segment to the receiving host. If the 
segment arrives at the receiving host, UDP uses the port numbers and the IP destination 
address to deliver the segment's data to the correct application process. Note that with UDP 
there is no handshaking between sending and receiving transport-layer entities before sending 
a segment. For this reason, UDP is said to be connectionless.
•No connection establishment. As we'll discuss later, TCP uses a three-way handshake before it 
starts to transfer data. UDP just blasts away without any formal preliminaries. Thus UDP does 
not introduce any delay to establish a connection. 
•No connection state. UDP does not maintain connection state (receive and send buffers, 
congestion-control parameters, and sequence and acknowledgment number parameters ) and 
does not track any of these parameters. For this reason, a server devoted to a particular 
application can typically support several active clients when the application runs over UDP. 
•Small packet header overhead. The UDP segment has only 8 bytes of header overhead in 
every segment.
•Unregulated send rate. The speed at which UDP sends data is only constrained by the rate at 
which the application generates data, the capabilities of the source (CPU, clock rate, and so on) 
and the access bandwidth to the Internet. We should keep in mind, however, that the receiving 
host does not necessarily receive all the data. When the network is congested, some of the data 
could be lost due to router buffer overflow. Thus, the receive rate can be limited by network 
congestion even if the sending rate is not constrained.
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UDP: more
r often used for streaming 

multimedia apps
m loss tolerant
m rate sensitive

r other UDP uses 
m DNS
m SNMP

r reliable transfer over UDP: 
add reliability at 
application layer
m application-specific 

error recover!

source port # dest port #

32 bits

Application
data 

(message)

UDP segment format

length checksum
Length, in

bytes of UDP
segment,
including

header

Many important applications run over UDP. UDP is used for RIP routing table updates, 
because the updates are sent periodically (typically every five minutes), so that lost updates are 
replaced by more recent updates. UDP is used to carry network management (SNMP) data. 
UDP is preferred to the more reliable TCP in this case, since network management applications 
must often run when the network is in a stressed state--precisely when reliable, congestion-
controlled data transfer is difficult to achieve. Also DNS runs over UDP, thereby having no
connection-establishment delays. UDP is also commonly used today with multimedia 
applications, such as Internet phone, real-time video conferencing, and streaming of stored 
audio and video. all of these applications can tolerate a small fraction of packet loss, so that 
reliable data transfer is not absolutely critical for the success of the application. Furthermore, 
real-time applications, like Internet phone and video conferencing, react very poorly to (TCP's)
congestion control. For these reasons, developers of multimedia applications often choose to 
run their applications over UDP instead of TCP. Finally, because TCP cannot be employed 
with multicast, multicast applications run over UDP. Although commonly done today, running 
multimedia applications over UDP is controversial to say the least. In fact, UDP has no 
congestion control. But congestion control is needed to prevent the network from entering a 
state in which very little useful work is done.

It is possible for an application to have reliable data transfer when using UDP. This can be 
done if reliability is built into the application itself (for example, by adding acknowledgment 
and retransmission mechanisms, such as those we shall study in the next section). 

In the UDP segment structure the application data occupies the data field of the UDP
datagram. The UDP header has only four fields, each consisting of two bytes. The port 
numbers allow the destination host to pass the application data to the correct process running 
on the destination (that is, the demultiplexing function). The checksum is used by the receiving 
host to check if errors have been introduced into the segment. The length field specifies the 
length of the UDP segment, including the header, in bytes. 
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UDP checksum

Sender:
r treat segment contents 

as sequence of 16-bit 
integers

r checksum: addition (1’s 
complement sum) of 
segment contents

r sender puts checksum 
value into UDP checksum 
field

Receiver:
r compute checksum of 

received segment
r check if computed checksum 

equals checksum field value:
m NO - error detected
m YES - no error detected. 

But maybe errors
nonethless? More later ….

r Verify source and destination addresses
r Verify port numbers
r Verify the data

The UDP checksum provides for error detection. The checksum is used by the 
receiving host to check if errors have been introduced into the segment. UDP 
at the sender side performs the one's complement of the sum of all the 16-bit 
words in the segment. This result is put in the checksum field of the UDP 
segment. You can find details about efficient implementation of the calculation 
in the RFC 1071. UDP provides a checksum, even if many link- layer protocols 
(including the popular Ethernet protocol) also provide error checking, because
there is no guarantee that all the links between source and destination provide 
error checking--one of the links may use a protocol that does not provide error 
checking. Because IP is supposed to run over just about any layer-2 protocol, it 
is useful for the transport layer to provide error checking as a safety measure. 
Although UDP provides error checking, it does not do anything to recover 
from an error. Some implementations of UDP simply discard the damaged 
segment; others pass the damaged segment to the application with a warning. 
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Checksum example
r As an example, suppose that we have the following three 16-bit 

words: 
r 0110011001100110

0101010101010101
0000111100001111

r The sum of these 16-bit words is 
110011001100110

0101010101010101
0000111100001111
1100101011001010

r The 1's complement is obtained by converting all the 0s to 1s and 
converting all the 1s to 0s: checksu m is 0011010100110101

r At the receiver, all four 16-bit words are added, including the 
checksum. If no errors are introduced into the packet, then 
clearly the sum at the receiver will be 1111111111111111. If one of 
the bits is a zero, then we know that errors have been 
introduced into the packet. 

r What if more than one bit is garbled?

As an example, suppose that we have the following three 16-bit words: 

0110011001100110
0101010101010101
0000111100001111

The sum of first of these 16-bit words is 

0110011001100110
0101010101010101
1011101110111011

Adding the third word to the above sum gives 

1011101110111011
0000111100001111
1100101011001010

The 1's complement is obtained by converting all the 0s to 1s and converting 
all the 1s to 0s. Thus the 1's complement of the sum 1100101011001010 is 
0011010100110101, which becomes the checksum. At the receiver, all four 
16-bit words are added, including the checksum. If no errors are introduced 
into the packet, then clearly the sum at the receiver will be 
1111111111111111. If one of the bits is a zero, then we know that errors have 
been introduced into the packet. 

The checksum is also calculated over a few of the fields in the IP header in 
addition to the UDP segment. 
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Principles of Reliable data transfer
r important in app., transport, link layers
r data are received ordered and  error-free

r characteristics of unreliable channel will determine 
complexity of reliable data transfer protocol (rdt)

Reliable data transfer means that the data are received ordered and  error- free. 
The problem of implementing reliable data transfer occurs not only at the 
transport layer, but also at the link layer and the application layer as well. The 
service abstraction provided to the upper layer entities is that of a reliable 
channel, where no transferred data bits are corrupted or lost, and all are 
delivered in the order in which they were sent. This is precisely the service 
model offered by TCP to the Internet applications that invoke it. 

It is the responsibility of a reliable data transfer protocol to implement this 
service abstraction. This task is made difficult by the fact that the layer below
the reliable data transfer protocol may be unreliable. For example, TCP is a 
reliable data transfer protocol that is implemented on top of an unreliable (IP) 
end-end network layer. 
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Reliable data transfer
Our approach:
r analyze reliable data transfer protocol (rdt)
r use finite state machines (FSM)  to specify 

the model
r introduce gradually the Elements of Procedure 

(EoP)

state
1

state
2

event causing state transition
actions taken on state transition

state: when in this 
“state” next state 

uniquely determined 
by next event

event
actions

We analyze the main elements of a reliable data transfer protocol, using finite 
state machine to specify the models of the sender and the receiver. The generic 
term "packet" is seen as more appropriate, and used here rather than "segment" 
for the protocol data unit, given that the concepts of a reliable data transfer 
protocol applies to computer networks in general. We talk about Elements of 
Procedure (EoP) as the elements for obtaining a reliable data transfer that are 
not limited to transport layer, but exist in general in Communication Networks. 
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The Elements of Procedure (EoP) transform a raw, unreliable frame transport mechanism into a 
reliable data pipe by delivering the packets in order and without losses, and avoiding buffer 
overflow. With EoP is usually addressed three following functions:

•Error detection and correction Various ways exists to carry out this process. However, 
techniques based on checks (parity) bits are not generally adopted for data networking, because 
they need too many bits to ensure the level of error correction required. Instead, ARQ
(Automatic Repeat reQuest) protocols - reliable data transfer protocols based on retransmission –
has been universally adopted.

•Flow-Control to eliminate the possibility of the sender overflowing the receiver's buffer. Flow 
control is thus a speed matching service--matching the rate at which the sender is sending to the 
rate at which the receiving application is reading.

•Connection Management: reliable data transfer must be connection oriented. In order to 
control the connection two phases are needed: connection setup and connection release.

Applications that use UDP must implement some form of equivalent control, if the application 
cares about not loosing data. UDP applications (like NFS, DNS) typically send data blocks and 
expect a response, which can be used as an application layer acknowledgement.

Finally, as is the case of TCP, we can also have congestion control to avoid network congestion.

3: Transport Layer 3-13

Elements of Procedure
r Elements of Procedure transform a raw, unreliable frame 

transport mechanism into a reliable data pipe
m ordered delivery of packets
m loss-free as long as the connection is alive 
m no buffer overflow

r Elements of procedure usually means the set of following 
functions
m Error detection and correction (e.g. ARQ - Automatic Repeat 

reQuest)
m Flow Control
m Connection Management

r Elements of procedure exist in 
m reliable transport (TCP for the TCP/IP architecture) (layer 4)
m also: in reliable data link (ex: over radio channels, over modems -

layer 2) as HDLC 
r Congestion Control
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ARQ (Automatic Repeat reQuest) protocols offers services of 

•packet ordering (packets are delivered in the same ordered they are sent);

•loss-free: packets are delivered without losses;

•error free: packets are guaranteed to be delivered without errors.

ARQ protocols are based on retransmission. For example, when you listen to someone else, you 
either let him know you got the message with a positive acknowledgments (e.g. "OK") or that 
you lost the message and you want him to repeat it with a negative acknowledgments (e.g. 
"Please repeat that."). 

ARQ is not a single protocol but rather a family of protocols (at different layers, transport, 
datalink, etc… ) that have in common the usage of retransmission and the service they offer, but 
that differ in their design point.

3: Transport Layer 3-14

ARQ Protocols and Services

r There is not one ARQ protocol, but a family of 
protocols. Examples: 

• TCP (transport layer of the Internet)
• HDLC or MNP (data link layer over modems)
• LLC-2 (data link layer over LANs, used with SNA)
• Stop and Go (interface between a CPU and a peripheral)

r The service offered by all ARQ protocols is
m ordered, loss-free, error-free delivery of packets

r ARQ protocol differs in their design point
m does the lower layer preserve sequence ?

• yes: HDLC, LLC-2
• no: TCP
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Elements of ARQ

r The elements of an ARQ protocol are:

m Sliding window:
• used by all protocols

m Error and Loss detection
• at sender versus at source
• timeout versus gap detection

m Acknowledgements: short control packets
• cumulative versus selective
• positive (ACK) versus negative (NAK)

m Retransmission Strategy
• Selective Repeat
• Go Back n
• Others

All ARQ protocols we will use are based on the principle of sliding window.

•Loss detection can be performed by a timer at the source (see the Stop and Wait example). 
Other methods are: gap detection at the destination (see the Go Back n example and TCP’s 
“fast retransmit” heuristic).

•Acknowledgements can be cumulative : acknowledging “n” means all data numbered up to n 
has been received. Selective acknowledgements mean that only a given packet, or explicit lis t 
of packets is acknowledged. A positive acknowledgement indicates that the data has been 
received. A negative acknowledgement indicates that the data has not been received; it is a 
request for retransmission, issued by the destination. 

•The retransmission strategy can be go back n, selective repeat, or any combination. Go back
n, selective repeat are explained in the following slides.

Fundamentally, three additional protocol capabilities are required in ARQ protocols to handle 
the presence of bit errors: 

•Error detection . First, a mechanism is needed to allow the receiver to detect when bit errors 
have occurred. We saw that UDP uses the Internet checksum field for error detection, but we 
also need techniques to allow the receiver, once detected) to possibly correct packet bit errors. 
These techniques require that extra bits (beyond the bits of original data to be transferred) be 
sent from the sender to receiver; these bits will be gathered into the packet checksum field of 
the data packet. 

•Receiver feedback . Since the sender and receiver are typically executing on different end 
systems, possibly separated by thousands of miles, the only way for the sender to learn whether 
or not a packet was received correctly by the receiver is for the receiver to provide explicit 
feedback to the sender. The positive (ACK) and negative (NAK) acknowledgment replies are 
examples of such feedback. In principle, these packets need only be one bit long; for example, 
a 0 value could indicate a NAK and a value of 1 could indicate an ACK. 

•Retransmission. A packet that is received in error at the receiver will be retransmitted by the 
sender. 
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The sliding window principle works as follows (on the example, packets are numbered 0, 1, 2, ..):

- a window size W is defined. On this example it is fixed. In general, it can vary based on 
messages sent by the receiver. The sliding window principles requires that, at any time:  number 
of unacknowledged packets at the receiver <= W

- the maximum send window, also called offered window is the set of packet numbers for packets 
that either have been sent but are not (yet) acknowledged or have not been sent but may be sent.

- the usable window is the set of packet numbers for packetst hat may be sent for the first time. 
The usable window is always contained in the maximum send window.

- the lower bound of the maximum send window is the smallest packet number that has been sent 
and not acknowledged

- the maximum window slides (moves to the right) if the acknowledgement  for the packet with 
the lowest number in the window is received
A sliding window protocol is a  protocol that uses the sliding window principle. With a sliding 
window protocol, W is the maximum number of packets that the receiver needs to buffer in the 
resequencing (= receive) buffer.
If there are no losses, a sliding window protocol can have a throughput of 100% of link rate (if 
overhead is not accounted for) if the window size satisfies: W • b / L, where b is the bandwidth 
delay product, and L the packet size. Counted in bytes, this means that the minimum window 
size for 100% utilization is the bandwidth-delay product.
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Usable Window
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Last Week

r application service 
requirements:
m reliability, bandwidth, 

delay
r client-server paradigm
r Internet transport service 

model
m connection-oriented, 

reliable: TCP
m unreliable, datagrams: UDP

Our study of network apps is now complete!

r specific protocols:
m http
m ftp
m smtp

r socket programming
m client/server 

implementation
m using tcp, udp sockets
m java programms
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Last week(2)

Transport Layer
r Logical communication 

between processes
r multiplexing/demultiplexing
r Internet:

m connectionless 
transport: UDP:

• just IP + mux/demux & 
checksum

m connection-oriented 
transport: TCP

Automatic Repeat reQuest
m Sliding window:
m Error and Loss detection
m Acknowledgements: short control 

packets
m Retransmission Strategy

• Stop & Go
• Selective Repeat
• Go Back n

Reliable data transfer
r data are received ordered and  

error-free
r Elements of procedure usually 

means the set of following 
functions
m Error detection and correction 

(e.g. ARQ )
m Flow Control
m Connection Management

started to transfer 
the apps data:
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ACK/NAK handling

r ACKs & NAKs: short control packets
m cumulative versus selective
m positive (ACK) versus negative (NAK)

r Stop and wait
m The sender waits for an ACK/NAK
m Only one packet at time can be transmitted

r Go back N
m packets are transmitted without waiting for an ACK
m All following packets are resent on receipt of NAK

r Selective repeat procedure
m Only packets negatively acknowledged are resent

There are a number of ways of handling the response to ACK/NAK. The three 
most commonly identified procedures are the following:

•Stop and wait: The sender can send only one packet at time and have to wait 
for an ACK/NAK. If a NAK is received or a timeout expires the packet is 
retransmitted. If an ACK arrives the current packet is dropped by the sender 
buffer.

•Go back N: The packets are transmitted without waiting for an ACK. If a 
NAK is received or a timeout expires the packet in question and all the packets 
following are retransmitted. 

•Selective repeat procedure Only packets negatively acknowledged, or for 
which the timeout has expired without receiving an ACK, are resent.
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Retransmission Strategies

r underlying channel can 
garble and lose 
packets (data or ACKs)
m checksum, seq. #, ACKs, 

retransmissions will be 
of help, but not enough

r to deal with loss & 
errors:
m sender waits until 

certain time, then 
retransmits

m duplicate

Approach: sender waits 
“reasonable” amount of 
time for ACK 

r retransmits if no ACK or NAK 
received in this time

r if pkt (or ACK) just delayed 
(not lost):
m retransmission will be  

duplicate, but use of seq. 
#’s already handles this

m receiver must specify seq
# of pkt being ACKed

r requires countdown timer

If the underlying channel can lose packets as well, two additional concerns must now be 
addressed by the protocol: how to detect packet loss and what to do when packet loss occurs. 
This can be done with the use of checksumming, sequence numbers, ACK packets, and 
retransmissions. 

To deal with loss, the sender could wait long enough so that it is certain that a packet has been 
lost, and then t can simply retransmit the data packet. However, cannot wait forever.

The sender must clearly wait at least as long as a round-trip delay between the sender and 
receiver (which may include buffering at intermediate routers or gateways) plus whatever 
amount of time is needed to process a packet at the receiver. In many networks, this worst-case 
maximum delay is very difficult to even estimate, much less know with certainty. Moreover, 
the protocol should ideally recover from packet loss as soon as possible; waiting for a worst-
case delay could mean a long wait until error recovery is initiated. The approach thus adopted 
in practice is for the sender to "judiciously" choose a time value such that packet loss is likely, 
although not guaranteed, to have happened. If an ACK is not received within this time, the 
packet is retransmitted. Note that if a packet experiences a particularly large delay, the sender 
may retransmit the packet even though neither the data packet nor its ACK have been lost. This 
introduces the possibility of duplicate data packets in the sender-to-receiver channel, that we 
already see how to handle.

From the sender's viewpoint, retransmission is a panacea. The sender does not know whether a 
data packet was lost, an ACK was lost, or if the packet or ACK was simply overly delayed. In 
all cases, the action is the same: retransmit. In order to imple ment a time-based retransmission 
mechanism, a countdown timer will be needed that can interrupt the sender after a given 
amount of timer has expired. The sender will thus need to be able to (1) start the timer each 
time a packet (either a first-time packet, or a retransmission) is sent, (2) respond to a timer 
interrupt (taking appropriate actions), and (3) stop the timer. 
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Stop-and-Wait

2 problems: 
Ack/Nak corrupted – long idle periods

Sender sends one packet, 
then waits for receiver 
response

stop and wait

P = 1

A =1

P = 2

P = 0

A = 0

0 1 2 3 4 5 6 7 8 9 10 11 12
0 1 2 3 4 5 6 7 8 9 10 11 12

0 1 2 3 4 5 6 7 8 9 10 11 12

0 1 2 3 4 5 6 7 8 9 10 11 12

0 1 2 3 4 5 6 7 8 9 10 11 12

0 1 2 3 4 5 6 7 8 9 10 11 12

Usable Window

Maximum
Send Window 

=  1

wait

wait

wait

The send side has two states. In one state, the send-side protocol is waiting for 
data to be passed down from the upper layer. In the other state, the sender 
protocol is waiting for an ACK or a NAK packet from the receiver. 

It is important to note that when the receiver is in the wait-for-ACK-or-NAK 
state, it cannot get more data from the upper layer; that will only happen after
the sender receives an ACK and leaves this state. Thus, the sender will not 
send a new piece of data until it is sure that the receiver has correctly received 
the current packet. Because of this behavior, protocols such as this one are 
known as stop-and-wait protocols. 

The receiver-side FSM has a single state. On packet arrival, the receiver replies 
with either an ACK or a NAK, depending on whether or not the received 
packet is corrupted. 

There are two limitations with Stop and Wait: 

•ACK and NAK can get corrupted. A solution is to introduce sequence 
numbers.

•a little efficiency because of idle periods, when the bandwidth delay product 
is not negligible. A solution is to allow multiple transmissions, which in turn 
requires a sliding window in order to avoid unlimited buffer at the destination.
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Stop and Wait improvement - a 
flag to the packets: sequence # 

What happens if 
ACK/NAK corrupted?

r sender doesn’t know what 
happened at receiver!

r can’t just retransmit: 
possible duplicate

What to do?
r sender ACKs/NAKs 

receiver’s ACK/NAK? What 
if sender ACK/NAK lost?

r retransmit, but this might 
cause retransmission of 
correctly received pkt!

Handling duplicates: 
r sender adds a flag  to each 

pkt
r sender retransmits current 

pkt if ACK/NAK garbled
r receiver discards (doesn’t 

deliver up) duplicate pkt

Packet loss: 
r receiver adds an 

acknowledgment field to 
each ACK

r sender knows which packet 
has been received

Minimally, we will need to add checksum bits to ACK/NAK packets in order to detect such 
errors. The more difficult question is how the protocol should recover from errors in ACK or 
NAK packets. The difficulty here is that if an ACK or NAK is corrupted, the sender has no 
way of knowing whether or not the receiver has correctly received the last piece of transmitted 
data. If we add a new message (e.g. "What did you say?" ) even this message can get lost, and 
we are at the same point. If we just retransmit we could introduce duplicate packets into the 
sender-to-receiver channel. The fundamental difficulty with duplicate packets is that the 
receiver doesn't know whether the ACK or NAK it last sent was received correctly at the 
sender. Thus, it cannot know a priori whether an arriving packet contains new data or is a 
retransmission! 

A simple solution to this new problem (and one adopted in almost all existing data-transfer 
protocols including TCP) is to add a new field to the data packet and have the sender number 
its data packets by putting a flag (sometimes referred to as sequence number) into this field. 
The receiver then need only check this sequence number to determine whether or not the 
received packet is a retransmission. 

The existence of sender-generated duplicate packets and packet (data, ACK) loss also 
complicates the sender's processing of any ACK packet it receives. If an ACK is received, how 
is the sender to know if it was sent by the receiver in response to its (sender's) own most 
recently transmitted packet, or is a delayed ACK sent in response to an earlier transmission of 
a different data packet? The solution to this dilemma is to augment the ACK packet with an 
acknowledgment field. When the receiver generates an ACK, it will copy the sequence 
number of the data packet being acknowledged into this acknowledgment field. By examining 
the contents of the acknowledgment field, the sender can determine the sequence number of 
the packet being positively acknowledged. 
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Performance of Stop and Go
r example: 1 Gbps link, 15 ms e-e prop. delay, 1KB packet:

Ttransmit = 8kb/pkt
10**9 b/sec = 8 microsec

Utilization = U = = 8 microsec
30.016 msec

fraction of time
sender busy sending = 0.00015

m 1KB pkt every 30 msec -> 33kB/sec thruput over 1 Gbps link
m network protocol limits use of physical resources!

Tpropagation

T total
= 15+0.008 = 30.016 msecTtransmit= + Tpropagation

Stop and Wait protocol based are functionally correct protocols, but it is unlikely that anyone 
would be happy with its performance, particularly in today's high-speed networks. 

To appreciate the performance impact of this stop-and-wait behavior, consider an idealized 
case of two end hosts, one located on the West Coast of the United States and the other located 
on the East Coast. The speed-of-light propagation delay, Tprop, between these two end systems 
is approximately 15 milliseconds. Suppose that they are connected by a channel with a 
capacity, C, of 1 gigabit (109 bits) per second. With a packet size, SP , of 1 Kbytes per packet 
including both header fields and data, the time needed to actually transmit the packet into the 
1Gbps link is 

With our stop-and-wait protocol, if the sender begins sending the packet at t = 0, then at t = 8 
microseconds, the last bit enters the channel at the sender side. The packet then makes its 15-
msec cross-country journey, with the last bit of the packet emerging at the receiver at t = 
15.008 msec. 

Assuming for simplicity that ACK packets are the same size as data packets and that the 
receiver can begin sending an ACK packet as soon as the last bit of a data packet is received, 
the last bit of the ACK packet emerges back at the receiver at t = 30.016 msec. Thus, in 30.016 
msec, the sender was busy (sending or receiving) for only 0.016 msec. If we define the 
utilization of the sender (or the channel) as the fraction of time the sender is actually busy 
sending bits via the channel, we have a rather dismal sender utilization, Usender.

That is, the sender was busy only 1.5 hundredths of one percent of the time. Viewed another 
way, the sender was only able to send 1 kilobyte in 30.016 milliseconds, an effective 
throughput of only 33 kilobytes per second--even though a 1 gigabit per second link was 
available .
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Pipelined protocols
Pipelining: sender allows multiple, “in-flight”, yet-to-

be-acknowledged pkts
m range of sequence numbers must be increased
m buffering at sender and/or receiver

r Two generic forms of pipelined protocols: go-Back-N, 
selective repeat

The solution to this particular performance problem is a simple one: rather than 
operate in a stop-and-wait manner, the sender is allowed to send multiple 
packets without waiting for acknowledgments, as shown in Figure 3.17(b). 
Since the many in-transit sender-to-receiver packets can be visualized as filling 
a pipeline, this technique is known as pipelining. Pipelining has several 
consequences for reliable data transfer protocols: 

•The range of sequence numbers must be increased, since each in-transit 
packet (not counting retransmissions) must have a unique sequence number 
and there may be multiple, in-transit, unacknowledged packets. 

• The sender and receiver sides of the protocols may have to buffer more 
than one packet. Minimally, the sender will have to buffer packets that have 
been transmitted, but not yet acknowledged. Buffering of correctly received 
packets may also be needed at the receiver, as discussed below. 

The range of sequence numbers needed and the buffering requirements will 
depend on the manner in which a data transfer protocol responds to lost, 
corrupted, and overly delayed packets. Two basic approaches toward pipelined 
error recovery can be identified: Go-Back-N and selective repeat. Both these 
protocols are based on the principle of sliding window.
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Go-Back-N (GBN)
Sender:
r k-bit seq # in pkt header
r “window” of up to N, consecutive unack’ed pkts allowed

r ACK(n): ACKs all pkts up to, including seq # n - “cumulative ACK”
m may deceive duplicate ACKs (see receiver)

r timer for each in-flight pkt
r timeout(n): retransmit pkt n and all higher seq # pkts in window

In a Go -Back-N (GBN) protocol, the sender is allowed to transmit multiple packets (when 
available) without waiting for an acknowledgment, but is constrained to have no more than 
some maximum allowable number, N, of unacknowledged packets in the pipeline. The figure
shows the sender's view of the range of sequence numbers in a GBN protocol. If we define 
base to be the sequence number of the oldest unacknowledged packet and nextseqnum to 
be the smallest unused sequence number (that is, the sequence number of the next packet to be 
sent), then four intervals in the range of sequence numbers can be identified. Sequence 
numbers in the interval [0,base-1] correspond to packets that have already been transmitted 
and acknowledged. The interval [base,nextseqnum-1] corresponds to packets that have 
been sent but not yet acknowledged. Sequence numbers in the interval 
[nextseqnum,base+N-1] can be used for packets that can be sent immediately, should 
data arrive from the upper layer. Finally, sequence numbers greater than or equal to base+N
cannot be used until an unacknowledged packet currently in the pipeline has been 
acknowledged. The range of permissible sequence numbers for transmitted but not-yet-
acknowledged packets can be viewed as a "window" of size N. N is often referred to as the 
window size and the GBN protocol itself as a sliding-window protocol. In practice, a packet's 
sequence number is carried in a fixed-length field in the packet header. If k is the number of 
bits in the packet sequence number field, the range of sequence numbers is thus [0,2k - 1]. With 
a finite range of sequence numbers, all arithmetic involving sequence numbers must then be 
done using modulo 2k arithmetic. In the GBN protocol, an acknowledgment for packet with 
sequence number n will be taken to be a cumulative acknowledgment, indicating that all 
packets with a sequence number up to and including n have been correctly received at the 
receiver. The protocol's name, "Go -Back-N," is derived from the sender's behavior in the 
presence of lost or overly delayed packets. If a timeout occurs, the sender resends all packets 
(at most N) that have been previously sent but that have not yet been acknowledged. 
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GBN: sender
The GBN sender must respond to three types of 
events:
qpacket to be sent.
q if the window is not full, send packet and variables are 
appropriately updated. 

q otherwise upper layer waits.
qCumulative ACK.

qAck for packet n (sequence number) = all packets up to and 
including n have been correctly received. 

q A timeout.
qIf a timeout occurs, resends all packets yet-to-be-
acknowledged . 
qIf ACK, timer is restarted for yet-to-be-acknowledged 
packets

The GBN sender must respond to three types of events: 

•packet to be sent. The sender first checks to see if the window is full, that is, 
whether there are N outstanding, unacknowledged packets. If the window is 
not full, a packet is created and sent, and variables are appropriately updated. If 
the window is full, the sender simply returns the data back to the upper layer, 
an implicit indication that the window is full. The upper layer would 
presumably then have to try again later. In a real implementation, the sender 
would more likely have either buffered (but not immediately sent) this data, or 
would have a synchronization mechanism (for example, a semaphore or a flag) 
that would allow the upper layer to send packets only when the window is not 
full. 

•Cumulative ACK. An acknowledgment for packet with sequence number n
indicates that all packets with a sequence number up to and including n have 
been correctly received at the receiver. 
• A timeout event. If a timeout occurs, the sender resends all packets that have 
been previously sent but that have not yet been acknowledged. If an ACK is 
received but there are still additional transmitted-but-yet-to-be-acknowledged 
packets, the timer is restarted. If there are no outstanding unacknowledged 
packets, the timer is stopped. 
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GBN: receiver
The receiver is simple:
r ACK-only: always send ACK for correctly-received 

pkt with highest in-order seq #
m need only remember the expected seq #
m cumulative ack

r out-of-order pkt: 
m discard (don’t buffer) -> no receiver buffering!

and no reordering
m ACK pkt with highest in-order seq #

The receiver's actions in GBN are also simple. If a packet with sequence 
number n is received correctly and is in order (that is, the data last delivered to 
the upper layer came from a packet with sequence number n - 1), the receiver 
sends an ACK for packet n and delivers the data portion of the packet to the 
upper layer. In all other cases, the receiver discards the packet and resends an 
ACK for the most recently received in-order packet. Note that since packets 
are delivered one-at-a-time to the upper layer, if packet k has been received 
and delivered, then all packets with a sequence number lower than k have also 
been delivered. Thus, the use of cumulative acknowledgments is a natural 
choice for GBN. 

The receiver discards out-of-order packets, for the simplicity of receiver 
buffering (not as TCP). Thus, while the sender must maintain the upper and 
lower bounds of its window and the position of nextseqnum within this 
window, the only piece of information the receiver need maintain is the 
sequence number of the next in-order packet. 
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GBN in
action

The figure shows the operation of the GBN protocol for the case of a window
size of four packets. Because of this window size limitation, the sender sends 
packets 0 through 3 but then must wait for one or more of these packets to be 
acknowledged before proceeding. As each successive ACK (for example, 
ACK0 and ACK1) is received, the window slides forward and the sender can 
transmit one new packet (pkt4 and pkt5, respectively). On the receiver side, 
packet 2 is lost and thus packets 3, 4, and 5 are found to be out-of-order and 
are discarded. 
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GBN problems
qlarge window size and bandwidth-delay 

product = many packets can be waiting for 
ACK
qa single packet error -> retransmit a 

large number of packets
q unnecessary

qAs the probability of channel errors 
increases, the pipeline can become filled 
with these unnecessary retransmissions.

With GBN, when the window size and bandwidth-delay product are both large, 
many packets can be in the pipeline. A single packet error can thus cause GBN 
to retransmit a large number of packets, many of which may be unnecessary. 
As the probability of channel errors increases, the pipeline can become filled 
with these unnecessary retransmissions.
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Selective Repeat
r receiver individually acknowledges all correctly 

received pkts
m buffers pkts, as needed, for eventual in-order delivery 

to upper layer
r sender only resends pkts for which ACK not 

received
m sender timer for each unACKed pkt

r sender window
m N consecutive seq #’s
m again limits seq #s of sent, unACKed pkts

As the name suggests, Selective-Repeat protocols (SRP) avoid unnecessary 
retransmissions by having the sender retransmit only those packets that it 
suspects were received in error (that is, were lost or corrupted) at the receiver. 
This individual, as-needed, retransmission will require that the receiver 
individually acknowledge correctly received packets. A window size of N will 
again be used to limit the number of outstanding, unacknowledged packets in 
the pipeline. However, unlike GBN, the sender will have already received 
ACKs for some of the packets in the window. The SRP receiver will 
acknowledge a correctly received packet whether or not it is in-order. Out-of-
order packets are buffered until any missing packets (that is, packets with 
lower sequence numbers) are received, at which point a batch of packets can 
be delivered in-order to the upper layer. 
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Selective repeat: sender, receiver windows
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Selective repeat: sender

data from above :
r if next available seq # in window, send pkt

timeout(n):
r resend pkt n, restart timer

ACK(n)
r mark pkt n as received
r if n smallest unACKed pkt, advance window base to 

next unACKed seq # 

1. Data received from above. When data is received from above, the SRP 
sender checks the next available sequence number for the packet. If the 
sequence number is within the sender's window, the data is packetized and 
sent; otherwise it is either buffered or returned to the upper layer for later 
transmission, as in GBN. 

2. Timeout. Timers are again used to protect against lost packets. However, 
each packet must now have its own logical timer, since only a single packet 
will be transmitted on timeout. A single hardware timer can be used to 
mimic the operation of multiple logical timers.

3. ACK received. If an ACK is received, the SRP sender marks that packet as 
having been received, provided it is in the window. If the packet's sequence 
number is equal to send-base, the window base is moved forward to the 
unacknowledged packet with the smallest sequence number. If the window 
moves and there are untransmitted packets with sequence numbers that 
now fall within the window, these packets are transmitted. 
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Selective repeat: receiver

pkt n expected or higher
r send ACK(n)
r out-of-order: buffer
r in-order: deliver up (also deliver buffered, in-order 

pkts), advance window to next not-yet-received pkt

pkt n smaller less than N than expected
r ACK(n)

otherwise: 
r ignore

1. Packet with sequence number in [rcv_base, rcv_base+N-1] is 
correctly received. In this case, the received packet falls within the 
receiver's window and a selective ACK packet is returned to the sender. If 
the packet was not previously received, it is buffered. If this packet has a 
sequence number equal to the base of the receive window (rcv_base in 
Figure 3.22), then this packet, and any previously buffered and 
consecutively numbered (beginning with rcv_base) packets are 
delivered to the upper layer. The receive window is then moved forward by 
the number of packets delivered to the upper layer. As an example, 
consider Figure 3.25. When a packet with a sequence number of 
rcv_base=2 is received, it and packets rcv_base+1 and 
rcv_base+2 can be delivered to the upper layer. 

2. Packet with sequence number in [rcv_base-N, rcv_base-1] is 
received. In this case, an ACK must be generated, even though this is a 
packet that the receiver has previously acknowledged.

3. Otherwise. Ignore the packet. 
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Selective repeat in action

This is an example with lost packets. Note that the receiver initially buffers 
packets 3 and 4, and delivers them together with packet 2 to the upper layer 
when packet 2 is finally received. 
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Selective repeat:
dilemma

Example:
r seq #’s: 0, 1, 2, 3
r window size=3

r receiver sees no 
difference in two 
scenarios!

r incorrectly passes 
duplicate data as new 
in (a)

Q: what relationship 
between seq # size 
and window size?

window size <= ½ seq #

The lack of synchronization between sender and receiver windows has 
important consequences when we are faced with the reality of a finite range of 
sequence numbers. Consider what could happen, for example, with a finite 
range of four packet sequence numbers, 0, 1, 2, 3 and a window size of three. 
Suppose packets 0 through 2 are transmitted and correctly received and 
acknowledged at the receiver. At this point, the receiver's window is over the 
fourth, fifth, and sixth packets, which have sequence numbers 3, 0, and 1, 
respectively. Now consider two scenarios. In the scenario (a) the ACKs for the 
first three packets are lost and the sender retransmits these packets. The 
receiver thus next receives a packet with sequence number 0--a copy of the 
first packet sent. In the second scenario, (b), the ACKs for the first three 
packets are all delivered correctly. The sender thus moves its window forward 
and sends the fourth, fifth, and sixth packets, with sequence numbers 3, 0, 1, 
respectively. The packet with sequence number 3 is lost, but the packet with 
sequence number 0 arrives--a packet containing new data. 

Now consider the receiver's viewpoint, which has a figurative curtain between 
the sender and the receiver, since the receiver cannot "see" the actions taken by 
the sender. All the receiver observes is the sequence of messages it receives 
from the channel and sends into the channel. As far as it is concerned, the two 
scenarios in are identical. There is no way of distinguishing the retransmission 
of the first packet from an original transmission of the fifth packet. Clearly, a 
window size that is 1 less than the size of the sequence number space won't 
work. The window size must be less than or equal to half the size of the 
sequence-number space for SRP protocols. 
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Retransmission Strategies

Go Back N
Selective

repeat
Stop
& Go
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Retransmission Strategies: S&G
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Retransmission Strategies:  GBN
send pkt0

rcv pkt0

SENDER RECEIVER
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Retransmission Strategies:  SR
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TCP: Overview RFCs: 793, 1122, 1323, 2018, 2581

r send & receive buffers
r reliable, in-order byte 

steam:
m no “message boundaries”

r pipelined:
m TCP congestion and flow 

control set window size
r flow controlled:

m sender will not 
overwhelm receiver

r connection-oriented:
m handshaking (exchange of 

control msgs) init’s sender, 
receiver state before data 
exchange

r point-to-point:
m one sender, one receiver

r full duplex data:
m bi-directional data flow in 

same connection
m MSS: maximum segment size

socket
door

TCP
send buffer

TCP
receive buffer

socket
door

segment

application
writes data

application
reads data

TCP--the Internet's transport-layer, connection-oriented, reliable transport protocol is defined 
in RFC 793, RFC 1122, RFC 1323, RFC 2018, and RFC 2581. 

The most fundamental difference with UDP is that UDP is connectionless, while TCP is 
connection-oriented. UDP is connectionless because it sends data without ever establishing a 
connection. TCP is connection-oriented because before one application process can begin to 
send data to another, the two processes must first "handshake" with each other--that is, they 
must send some preliminary segments to each other to establish the parameters of the ensuing 
data transfer. A. A TCP connection is always point-to-point, that is, between a single sender 
and a single receiver; it also provides for full duplexdata transfer. If there is a TCP connection 
between process A on one host and process B on another host, then application-level data can 
flow from A to B at the same time as application-level data flows from B to A. Three segments 
are sent between the two hosts for the connection establishment procedure, which is often 
referred to as a three-way handshake. TCP directs this data to the connection's send buffer,
which is one of the buffers that is set aside during the initial three-way handshake. When TCP 
receives a segment at the other end, the segment's data is placed in the TCP connection's 
receive buffer. TCP creates a reliable data-transfer service on top of IP's unreliable best-
effort service. TCP's reliable data-transfer service ensures that the data stream that a process 
reads out of its TCP receive buffer is uncorrupted, without gaps, without duplication, and in 
sequence, that is, the byte stream is exactly the same byte stream that was sent by the end 
system on the other side of the connection. TCP also uses pipelining, allowing the sender to 
have multiple transmitted but yet-to-be-acknowledged segments outstanding at any given time. 
Finally, TCP provides a flow-control service to its applications to eliminate the possibility of 
the sender overflowing the receiver's buffer. 
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TCP segment structure

source port # dest port #

32 bits

application
data 

(variable length)

sequence number
acknowledgement number

rcvr window size

ptr urgent datachecksum
FSRPAUhead

len
not

used

Options (variable length)

URG: urgent data 
(generally not used)

ACK: ACK #
valid

PSH: push data now
(generally not used)

RST, SYN, FIN:
connection estab
(setup, teardown

commands)

# bytes 
rcvr willing
to accept

counting
by bytes 
of data
(not segments!)

Internet
checksum

(as in UDP)

flag field

The TCP segment consists of header fields and a data field. The MSS limits the maximum size 
of a segment's data field. When TCP sends a large file, it typically breaks the file into chunks 
of size MSS. As with UDP, the header includes source and destination port numbers, that 
are used for multiplexing/ demultiplexing data from/to upper layer applications. Also, as with 
UDP, the header includes a checksum field. A TCP segment header also contains the 
following fields: 

•The 32-bit sequence number fieldand the 32-bit acknowledgment number field are used 
by the TCP sender and receiver in implementing a reliable data-transfer service, as discussed 
below. 

•The 16-bit window-size field is used for flow control. We will see shortly that it is used to 
indicate the number of bytes that a receiver is willing to accept. 

•The 4-bit length fieldspecifies the length of the TCP header in 32-bit words. The TCP header 
can be of variable length due to the TCP options field, discussed below. (Typically, the options 
field is empty, so that the length of the typical TCP header is 20 bytes.) 

•The optional and variable length options field is used when a sender and receiver negotiate 
the maximum segment size (MSS) or as a window scaling factor for use in high-speed 
networks. A timestamping option is also defined. See RFC 854 and RFC 1323 for additional
details. 

•The flag field contains 6 bits. The ACK bit is used to indicate that the value carried in the 
acknowledgment field is valid. The RST, SYN, and FIN bits are used for connection setup and 
teardown, as we will discuss at the end of this section. When the PSH bit is set, this is an 
indication that the receiver should pass the data to the upper layer immediately. Finally, the 
URG bit is used to indicate that there is data in this segment that the sending-side upper layer 
entity has marked as "urgent." The location of the last byte of this urgent data is indicated by 
the 16-bit urgent data pointer. TCP must inform the receiving-side upper-layer entity when 
urgent data exists and pass it a pointer to the end of the urgent data. (In practice, the PSH, 
URG, and pointer to urgent data are not used. However, we mention these fields for 
completeness.) 
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TCP seq. #’s and ACKs
Seq. #’s:

m byte stream 
“number” of first 
byte in segment’s 
data

ACKs:
m seq # of next byte 

expected from 
other side

m cumulative ACK
Q: how receiver handles 

out-of-order segments
m A: TCP spec doesn’t 

say, - up to
implementor

Host A Host B

Seq=42, ACK=79, data = ‘C’

Seq=79, ACK=43, data = ‘C’

Seq=43, ACK=80

User
types

‘C’

host ACKs
receipt 

of echoed
‘C’

host ACKs
receipt of
‘C’, echoes

back ‘C’

time
simple telnet scenario

Two of the most important fields in the TCP segment header are the sequence 
number field and the acknowledgment number field. These fields are a critical 
part of TCP's reliable data transfer service. TCP views data as an unstructured, 
but ordered, stream of bytes. TCP's use of sequence numbers reflects this view 
in that sequence numbers are over the stream of transmitted bytes and not over 
the series of transmitted segments. The sequence number for a segment is the 
byte-stream number of the first byte in the segment. This is also used for flow 
control and error recovery: The acknowledgment number that host A puts in its 
segment is the sequence number of the next byte host A is expecting from host 
B. Because TCP only acknowledges bytes up to the first missing byte in the 
stream, TCP is said to provide cumulative acknowledgments. What does a 
host do when it receives out-of-order segments in a TCP connection? 
Interestingly, the TCP RFCs do not impose any rules here and leave the 
decision up to the people programming a TCP implementation. There are 
basically two choices: either (1) the receiver immediately discards out-of-order 
bytes; or (2) the receiver keeps the out-of-order bytes and waits for the missing 
bytes to fill in the gaps. 
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TCP: reliable data transfer

simplified sender, assuming

wait
for 

event

wait
for 

event

event: data received 
from application above

event: timer timeout for 
segment with seq # y

event: ACK received,
with ACK # y

create, send segment

retransmit segment

ACK processing

•one way data transfer
•no flow, congestion control

TCP creates a reliable data-transfer service on top of IP's unreliable best-
effort service. TCP's reliable data-transfer service ensures that the data stream 
that a process reads out of its TCP receive buffer is uncorrupted, without gaps, 
without duplication, and in sequence, that is, the byte stream is exactly the 
same byte stream that was sent by the end system on the other side of the 
connection. There are three major events related to data transmission/ 
retransmission at a simplified TCP sender. Let's consider a TCP connection 
between host A and B and focus on the data stream being sent from host A to 
host B. At the sending host (A), TCP is passed application- layer data, which it 
frames into segments and then passes on to IP. The passing of data from the 
application to TCP and the subsequent framing and transmission of a segment 
is the first important event that the TCP sender must handle. Each time TCP 
releases a segment to IP, it starts a timer for that segment. If this timer expires, 
an interrupt event is generated at host A. TCP responds to the timeout event, 
the second major type of event that the TCP sender must handle, by 
retransmitting the segment that caused the timeout. The third major event that
must be handled by the TCP sender is the arrival of an acknowledgment 
segment (ACK) from the receiver (more specifically, a segment containing a 
valid ACK field value). Here, the sender's TCP must determine whether the 
ACK is a first-time ACK for a segment for which the sender has yet to receive 
an acknowledgment, or a so-called duplicate ACK that re-acknowledges a 
segment for which the sender has already received an earlier acknowledgment. 
In the case of the arrival of a first-time ACK, the sender now knows that all
data up to the byte being acknowledged has been received correctly at the 
receiver. The sender can thus update its TCP state variable that tracks the 
sequence number of the last byte that is known to have been received correctly 
and in order at the receiver. 
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TCP: 
reliable 
data 
transfer

00 sendbase = initial_sequence number 
01    nextseqnum = initial_sequence number 
02
03     loop (forever) {
04       switch(event)
05       event: data received from application above 
06             create TCP segment with sequence number nextseqnum 
07             start timer for segment nextseqnum 
08             pass segment to IP
09             nextseqnum = nextseqnum + length(data) 
10        event: timer timeout for segment with sequence number y 
11             retransmit segment with sequence number y
12             compue new timeout interval for segment y 
13             restart timer for sequence number y 
14        event: ACK received, with ACK field value of y 
15             if (y >sendbase) { /* cumulative ACK of all data up to y */ 
16                 cancel all timers for segments with sequence numbers < y
17              sendbase = y 
18                  } 
19             else { /* a duplicate ACK for already ACKed segment */ 
20              increment number of duplicate ACKs received for y 
21               if (number of duplicate ACKS received for y == 3) { 
22                      /* TCP fast retransmit */
23                     resend segment with sequence number y 
24                     restart timer for segment y 
25                 } 
26       }  /* end of loop forever */

Simplified
TCP
sender
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TCP ACK generation [RFC 1122, RFC 2581]

Event

in-order segment arrival, 
no gaps,
everything else already ACKed

in-order segment arrival, 
no gaps,
one delayed ACK pending

out-of-order segment arrival
higher-than-expect seq. #
gap detected

arrival of segment that 
partially or completely fills gap

TCP Receiver action

delayed ACK. Wait up to 500ms
for next segment. If no next segment,
send ACK

immediately send single
cumulative ACK 

send duplicate ACK, indicating seq. #
of next expected byte

immediate ACK if segment starts
at lower end of gap

Duplicated ACKs can be used for Fast Retransmission

To understand the sender's response to a duplicate ACK, we must look at why 
the receiver sends a duplicate ACK in the first place. The table summarizes the 
TCP receiver's ACK generation policy. When a TCP receiver receives a 
segment with a sequence number that is larger than the next, expected, in-order 
sequence number, it detects a gap in the data stream--that is, a missing 
segment. Since TCP does not use negative acknowledgments, the receiver 
cannot send an explicit negative acknowledgment back to the sender. Instead, 
it simply re-acknowledges (that is, generates a duplicate ACK for) the last in-
order byte of data it has received. If the TCP sender receives three duplicate 
ACKs for the same data, it takes this as an indication that the segment 
following the segment that has been ACKed three times has been lost. In this 
case, TCP performs a fast retransmit, retransmitting the missing segment 
before that segment's timer expires. 
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TCP: retransmission scenarios: GBN + SR
Host A

Seq=92, 8 bytes data

ACK=100

loss

ti
m

eo
ut

time lost ACK scenario

Host B

X

Seq=92, 8 bytes data

ACK=100

Host A

Seq=100, 20 bytes data

ACK=100

S
eq

=9
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ti
m

eo
ut

time premature timeout,
cumulative ACKs

Host B

Seq=92, 8 bytes data

ACK=120

Seq=92, 8 bytes data

S
eq

=1
00

 t
im

eo
ut

ACK=120

In the scenario the host A sends one segment to host B. Suppose that this 
segment has sequence number 92 and contains 8 bytes of data. Aft er sending 
this segment, host A waits for a segment from B with acknowledgment number 
100. Although the segment from A is received at B, the acknowledgment from 
B to A gets lost. In this case, the timer expires, and host A retransmits the same 
segment. Of course, when host B receives the retransmission, it will observe 
from the sequence number that the segment contains data that has already been 
received. Thus, TCP in host B will discard the bytes in the retransmitted 
segment. In the second scenario, host A sends two segments back to back. The 
first segment has sequence number 92 and 8 bytes of data, and the second 
segment has sequence number 100 and 20 bytes of data. Suppose that both 
segments arrive intact at B, and B sends two separate acknowledgments for 
each of these segments. The first of these acknowledgments has 
acknowledgment number 100; the second has acknowledgment number 120. 
Suppose now that neither of the acknowledgments arrive at host Abefore the 
timeout of the first segment. When the timer expires, host A resends the first 
segment with sequence number 92. Now, you may ask, does A also resend the 
second segment? According to the rules described above, host A resends the 
segment only if the timer expires before the arrival of an acknowledgment with 
an acknowledgment number of 120 or greater. Thus, if the second 
acknowledgment does not get lost and arrives before the timeout of the second 
segment, A does not resend the second segment. Note that, even if the 
acknowledgment with acknowledgment number 100 was lost, the cumulative 
acknowledgment coming with the acknowledgment number 120 would avoid 
the retransmission.
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TCP Round Trip Time and Timeout

Q: how to set TCP 
timeout value?

r longer than RTT
m note: RTT will vary

r too short: premature 
timeout
m unnecessary 

retransmissions
r too long: slow reaction 

to segment loss

Q: how to estimate RTT?
r SampleRTT: measured time from 

segment transmission until ACK 
receipt
m ignore retransmissions, 

cumulatively ACKed segments
r SampleRTT will vary, want 

estimated RTT “smoother”
m use several recent 

measurements, not just 
currentSampleRTT

When a host sends a segment into a TCP connection, it starts a timer. If the 
timer expires before the host receives an acknowledgment for the data in the 
segment, the host retransmits the segment. The time from when the timer is 
started until when it expires is called the timeout of the timer. Clearly, the 
timeout should be larger than the connection's round-trip time, that is, the time 
from when a segment is sent until it is acknowledged. Otherwise, unnecessary 
retransmissions would be sent. But the timeout should not be much larger than 
the round-trip time; otherwise, when a segment is lost, TCP would not quickly 
retransmit the segment, and it would thereby introduce significant data transfer 
delays into the application. The sample RTT, denoted SampleRTT, for a 
segment is the amount of time from when the segment is sent (tha t is, passed to 
IP) until an acknowledgment for the segment is received. Obviously, the 
SampleRTT values will fluctuate from segment to segment due to congestion
in the routers and to the varying load on the end systems. Because of this 
fluctuation, any given SampleRTT value may be atypical. In order to estimate 
a typical RTT, it is therefore natural to take some sort of average of the 
SampleRTT values. 
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TCP Round Trip Time and Timeout

EstimatedRTT = (1-x)*EstimatedRTT + x*SampleRTT

r Exponential weighted moving average
r influence of given sample decreases exponentially fast
r typical value of x: 0.125

Setting the timeout
r EstimtedRTT plus “safety margin”
r large variation in EstimatedRTT -> larger safety margin

Timeout = EstimatedRTT + 4*Deviation

Deviation = (1-x)*Deviation +
x*|SampleRTT-EstimatedRTT|

TCP maintains an average, called EstimatedRTT, of the SampleRTT
values. Upon receiving an acknowledgment and obtaining a new SampleRTT, 
TCP updates EstimatedRTT according to the following formula: 

EstimatedRTT = (1-x) • EstimatedRTT + x •
SampleRTT. 

The above formula is written in the form of a programming language 
statement--the new value of EstimatedRTT is a weighted combination of 
the previous value of EstimatedRTT and the new value for SampleRTT. A 
typical value of x is x = 0.125 (i.e., 1/8). Note that EstimatedRTT is a 
weighted average of the SampleRTT values. This weighted average puts 
more weight on recent samples than on old samples. The timeout should be set 
so that a timer expires early (that is, before the delayed arrival of a segment's 
ACK) only on rare occasions. It is therefore natural to set the timeout equal to 
the EstimatedRTT plus some margin. The margin should be large when 
there is a lot of fluctuation in the SampleRTT values; it should be small when 
there is little fluctuation. TCP uses the following formula: 
Timeout = EstimatedRTT + 4•Deviation, 
where Deviation is an estimate of how much SampleRTT typically 
deviates from EstimatedRTT
Deviation = (1-x) • Deviation + x•|SampleRTT -
EstimatedRTT|



49

3: Transport Layer 3-49

TCP Flow Control
receiver: explicitly informs 

sender of (dynamically 
changing) amount of free 
buffer space
m RcvWindow field in 

TCP segment
sender: keeps the amount of 

transmitted, unACKed
data less than most 
recently received 
RcvWindow:

unACKed < RcvWindow

sender won’t overrun
receiver’s buffers by

transmitting too much,
too fast

flow control

receiver buffering

RcvBuffer = size or TCP Receive Buffer

RcvWindow = amount of spare room in Buffer

DEADLOCK? A continues to send 1B when RcvWindow = 0

When the TCP connection receives bytes that are correct and in sequence, it places the data in 
the receive buffer. The associated application process will read data from this buffer, but not 
necessarily at the instant the data arrives. If the application is relatively slow at reading the 
data, the sender can very easily overflow the connection's receive buffer by sending too much 
data too quickly. TCP thus provides a flow-control service to its applications to eliminate the 
possibility of the sender overflowing the receiver's buffer. Flow control is thus a speed 
matching service--matching the rate at which the sender is sending to the rate at which the 
receiving application is reading. TCP provides flow control by having the sender maintain a 
variable called the receive window. Informally, the receive window is used to give the sender 
an idea about how much free buffer space is available at the receiver. In a full-duplex 
connection, the sender at each side of the connection maintains a distinct receive window. The 
receive window is dynamic; that is, it changes throughout a connection's lifetime. The receiver
tells the sender how much spare room it has in the connection buffer by placing its current 
value of RcvWindow in the window field of every segment it sends to the sender. Initially, the 
receiver sets RcvWindow = RcvBuffer. The sender in turn keeps track of two variables,
LastByteSent and LastByteAcked, which have obvious meanings. The difference 
between these two variables, LastByteSent - LastByteAcked, is the amount of 
unacknowledged data that the sender has sent into the connection. By keeping the amount of 
unacknowledged data less than the value of RcvWindow, the sender is assured that it is not 
overflowing the receive buffer at the receiver. Thus, the sender makes sure throughout the 
connection's life that LastByteSent - LastByteAcked is smaller than or equal to 
RcvWindow. To avoid server deadlock, the TCP specification requires host A to continue to 
send segments with one data byte when B's receive window is zero. 
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TCP Connection Management

Recall: TCP sender, receiver establish “connection” 
before exchanging data segments

r initialize TCP variables:
m seq. #s
m buffers, flow control info (e.g. RcvWindow)

r client: connection initiator
Socket clientSocket = new   Socket("hostname","port 

number");

r server: contacted by client
Socket connectionSocket = welcomeSocket.accept();

TCP  connection establishment can significantly add to perceived delays. 
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TCP Connection Management (cont.)

client

SYN

server

SYNACK

ACK

open

allocate
resources

Three way handshake:
Step 1: client end system sends TCP SYN 

control segment to server
m specifies initial seq #
m Socket clientSocket = new Socket(host, 

port);

Step 2: server end system receives SYN, 
replies with SYNACK control segment
m ACKs received SYN
m allocates buffers
m specifies server-> receiver initial seq. #
m Socket connectionSocket =

welcomeSocket.accept();

Step 3: client end system sends TCP ACK 
segment to server
m allocates buffers

allocate
resources

The TCP in the client then proceeds to establish a TCP connection (three-way handshake)
with the TCP in the server in the following manner: 

•Step 1. The client-side TCP first sends a special TCP segment to the server-side TCP. This 
special segment contains no application-layer data. It does, however, have one of the flag bits 
in the segment's header, the so-called SYN bit, set to 1. For this reason, this special segment is 
referred to as a SYN segment. In addition, the client chooses an initial sequence number 
(client_isn) and puts this number in the sequence number field of the initial TCP SYN 
segment. This segment is encapsulated within an IP datagram and sent to the server. 

•Step 2. Once the IP datagram containing the TCP SYN segment arrives at the server host 
(assuming it does arrive!), the server extracts the TCP SYN segment from the datagram, 
allocates the TCP buffers and variables to the connection, and sends a connection-granted 
segment to client TCP. This connection-granted segment also contains no application-layer 
data. However, it does contain three important pieces of information in the segment header. 
First, the SYN bit is set to 1. Second, the acknowledgment field of the TCP segment header is 
set to client_isn+1. Finally, the server chooses its own initial sequence number 
(server_isn) and puts this value in the sequence number field of the TCP segment header. 
This connection granted segment is saying, in effect, "I received your SYN packet to start a 
connection with your initial sequence number, client_isn. I agree to establish this 
connection. My own initial sequence number is server_isn." The connection-granted 
segment is sometimes referred to as a SYNACK segment. 

•Step 3. Upon receiving the connection-granted segment, the client also allocates buffers and 
variables to the connection. The client host then sends the server yet another segment; this last 
segment acknowledges the server's connection-granted segment (the client does so by putting 
the value server_isn+1 in the acknowledgment field of the TCP segment header). The 
SYN bit is set to 0, since the connection is established. 
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TCP Connection Management (cont.)

Closing a connection:

client closes socket:
clientSocket.close();

Step 1: client end system 
sends TCP FIN control 
segment to server

Step 2: server receives 
FIN, replies with ACK. 
Closes connection, sends 
FIN. 

client

FIN

server

ACK

ACK

FIN

close

close

closed
ti

m
ed

 w
ai

t

Either of the two processes participating in a TCP connection can end the 
connection. When a connection ends, the "resources" (that is, the buffers and 
variables) in the hosts are de-allocated. As an example, suppose the client 
decides to close the connection. The client application process issues a close 
command. This causes the client TCP to send a special TCP segment to the 
server process. This special segment has a flag bit in the segment's header, the 
so-called FIN bit, set to 1. When the server receives this segment, it sends the 
client an acknowledgment segment in return. 
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TCP Connection Management (cont.)

Step 3: client receives FIN, 
replies with ACK. 

m Enters “timed wait” -
will respond with ACK 
to received FINs 

Step 4: server, receives 
ACK.  Connection closed. 

Note: with small 
modification, can handly
simultaneous FINs.

client

FIN

server

ACK

ACK

FIN

closing

closing

closed
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closed

The server then sends its own shut-down segment, which has the FIN bit set to 
1. Finally, the client acknowledges the server's shut-down segment. At this 
point, all the resources in the two hosts are now de-allocated. 
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TCP Connection Management (cont)

TCP client
lifecycle

TCP server
lifecycle

During the life of a TCP connection, the TCP protocol running in each host 
makes transitions through various TCP states. The client TCP begins in the 
closed state. The application on the client side initiates a new TCP connection 
(by creating a Socket object in our Java examples from Chapter 2). This causes 
TCP in the client to send a SYN segment to TCP in the server. After having 
sent the SYN segment, the client TCP enters the SYN_SENT state. While in 
the SYN_SENT state, the client TCP waits for a segment from the server TCP 
that includes an acknowledgment for the client's previous segment as well as 
the SYN bit set to 1. Once having received such a segment, the client TCP 
enters the ESTABLISHED state. While in the ESTABLISHED state, the TCP 
client can send and receive TCP segments containing payload (tha t is, 
application-generated) data. Suppose that the client application decides it 
wants to close the connection. (Note that the server could also choose to close 
the connection.) This causes the client TCP to send a TCP segment with the 
FIN bit set to 1 and to enter the FIN_WAIT_1 state. While in the
FIN_WAIT_1 state, the client TCP waits for a TCP segment from the server 
with an acknowledgment. When it receives this segment, the client TCP enters 
the FIN_WAIT_2 state. While in the FIN_WAIT_2 state, the client waits for 
another segment from the server with the FIN bit set to 1; after receiving this 
segment, the client TCP acknowledges the server's segment and enters the 
TIME_WAIT state. The TIME_WAIT state lets the TCP client resend the final 
acknowledgment in case the ACK is lost. The time spent in the TIME_WAIT 
state is implementation-dependent, but typical values are 30 seconds, 1 minute, 
and 2 minutes. After the wait, the connection formally closes and all resources 
on the client side (including port numbers) are released. 
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Congestion Control

End-end congestion control:
r no explicit feedback from 

network
r congestion inferred from end-

system observed loss, delay
r approach taken by TCP

Network-assisted congestion 
control:

r routers provide feedback to end 
systems
m single bit indicating congestion 
m explicit rate sender should 

send at

Congestion:
r “too many sources sending too much data too fast for 

network to handle”
r manifestations:
m lost packets (buffer overflow at routers)
m long delays (queueing in router buffers)

Two broad approaches towards congestion control:

bottleneck

Packet retransmission treats a symptom of network congestion (the loss of a 
specific transport-layer segment, so long delay) but does not treat the cause of 
network congestion--too many sources attempting to send data at too high a 
rate. There exist two broad approaches that are taken in practice toward 
congestion control. We can distinguish among congestion-control approaches 
based on whether or not the network layer provides any explicit assistance to 
the transport layer for congestion-control purposes: 

•End-end congestion control. In an end-end approach toward congestion 
control, the network layer provides no explicit support to the transport layer for 
congestion-control purposes. Even the presence of congestion in the network
must be inferred by the end systems based only on observed network behaviour 
(for example, packet loss and delay). 

•Network-assisted congestion control. With network-assisted congestion 
control, network- layer components (that is, routers) provide explicit feedback 
to the sender regarding the congestion state in the network. This feedback may 
be as simple as a single bit indicating congestion at a link. This approach was 
taken in the early IBM SNA and DEC DECnet architectures, was recently 
proposed for TCP/IP networks. Congestion information is typically fed back 
from the network to the sender in one of two ways, either as direct feedback 
from a network router to the sender (choke packet), or as marked packet 
flowing from sender to receiver. Upon receipt of a marked packet, the receiver 
then notifies the sender of the congestion indication. Note that this latter form 
of notification takes at least a full round-trip time. 
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TCP Congestion Control
r end-end control (no network assistance)
r transmission rate limited by congestion window size, Congwin, 

over segments:

r w segments, each with MSS bytes sent in one RTT:

throughput = w * MSS
RTT Bytes/sec

Congwin

TCP must use end-to-end congestion control rather than network-assisted congestion control, since the IP 
layer provides no explicit feedback to the end systems regardingnetwork congestion. 

A TCP connection controls its transmission rate by limiting its number of transmitted-but-yet-to-be-
acknowledged segments. Let us denote this number of permissible unacknowledged segments as w, often 
referred to as the TCP window size. Ideally, TCP connections should be allowed to transmit as fast as 
possible (that is, to have as large a number of outstanding unacknowledged segments as possible) as long 
as segments are not lost (dropped at routers) due to congestion. In very broad terms, a TCP connection 
starts with a small value of w and then "probes" for the existence of additional unused link bandwidth at 
the links on its end-to-end path by increasing w. A TCP connection continues to increase w until a 
segment loss occurs (as detected by a timeout or duplicate acknowledgments). When such a loss occurs, 
the TCP connection reduces w to a "safe level" and then begins probing again for unused bandwidth by 
slowly increasing w. 

An important measure of the performance of a TCP connection is its throughput--the rate at which it 
transmits data from the sender to the receiver. Clearly, throughput will depend on the value of w. If a TCP 
sender transmits all w segments back to back, it must then wait for one round-trip time (RTT) until it 
receives acknowledgments for these segments, at which point it can send w additional segments. If a 
connection transmits w segments of size MSS bytes every RTT seconds, then the connection's throughput, 
or transmission rate, is (w · MSS)/RTT bytes per second. 

Suppose now that K TCP connections are traversing a link of capacity R. Suppose also that there are no 
UDP packets flowing over this link, that each TCP connection is transferring a very large amount of data 
and that none of these TCP connections traverse any other congested link. Ideally, the window sizes in the 
TCP connections traversing this link should be such that each connection achieves a throughput of R/K. 
More generally, if a connection passes through N links, with link n having transmission rate Rn and 
supporting a total of Kn TCP connections, then ideally this connection should achieve a rate of Rn/Kn on 
the nth link. However, this connection's end-to-end average rate cannot exceed the minimum rate 
achieved at all of the links along the end-to-end path. That is, the end-to-end transmission rate for this 
connection is r = min{R1/K1, . . ., RN/KN}. We could think of the goal of TCP as providing this connection 
with this end-to-end rate, r. 
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TCP congestion control:

r two “phases”
m slow start
m congestion avoidance

r important variables:
m Congwin
m threshold: defines 

threshold between slow 
start phase and 
congestion avoidance 
phase

r “probing” for usable 
bandwidth:
m ideally: transmit as fast 

as possible (Congwin as 
large as possible) 
without loss

m increase Congwin until 
loss (congestion)

m loss: decrease Congwin, 
then begin probing 
(increasing) again

The TCP congestion-control mechanism has each side of the connection keep 
track of two additional variables: the congestion window and the threshold.
The congestion window, denoted CongWin, imposes an additional constraint 
on how much traffic a host can send into a connection. Specifically, the 
amount of unacknowledged data that a host can have within a TCP connection 
may not exceed the minimum of CongWin and RcvWin. TCP congestion is 
composed of two phases:

•Slow start: When the congestion window is below the threshold, the 
congestion window grows exponentially. 

•Congestion avoidance: When the congestion window is above the threshold, 
the congestion window grows linearly. 

•Whenever there is a timeout, the threshold is set to one-half of the current 
congestion window and the congestion window is then set to 1. 
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TCP Slowstart

r exponential increase (per 
RTT) in window size (not so 
slow!)

r loss event: timeout (Tahoe 
TCP) and/or or three 
duplicate ACKs (Reno TCP)

initialize: Congwin = 1
for (each segment ACKed)

Congwin++
until (loss event OR

CongWin > threshold)

Slowstart algorithm
Host A

one segment

RT
T

Host B

time

two segments

four segments

Slow start: The congestion window is initialized to one MSS; after one RTT, 
the window is increased to two segments; after two round-trip times, the 
window is increased to four segments; after three round-trip times, the window 
is increased to eight segments, and so forth. (When the congestion window is 
below the threshold, the congestion window grows exponentially). This phase 
ends when either the congestion window becomes larger than the current value 
of threshold or when a segment is lost (Timeout for TCP Tahoe: the 
sender side of the application may have to wait a long period of time for the 
timeout. Fast retransmit mechanism in TCP Reno : it triggers the transmission 
of a dropped segment if three duplicate ACKs for a segment are received 
before the occurrence of the segment's timeout. Reno also employs a fast-
recovery mechanism that essentially cancels the slow-start phase after a fast 
retransmission. )
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TCP Congestion Avoidance

/* slowstart is over        */ 
/* Congwin > threshold */
Until (loss event) {
every w segments ACKed:

Congwin++
}

threshold = Congwin/2
Congwin = 1
perform slowstart

Congestion avoidance

1

1: TCP Reno skips slowstart (fast 
recovery) after three duplicate ACKs

Congestion avoidance: Once the congestion window is larger than the current 
value of threshold, the congestion window grows linearly rather than 
exponentially. Specifically, if w is the current value of the congestion window, 
and w is larger than threshold, then after w acknowledgments have arrived, 
TCP replaces w with w + 1. This has the effect of increasing the congestion 
window by 1 in each RTT for which an entire window's worth of 
acknowledgments arrives. The congestion-avoidance phase continues as long 
as the acknowledgments arrive before their corresponding timeouts. But the 
window size, and hence the rate at which the TCP sender can send, cannot 
increase forever. Eventually, the TCP rate will be such that one of the links 
along the path becomes saturated, at which point loss (and a resulting timeout 
at the sender) will occur. 
When a timeout occurs, the value of threshold is set to half the value of the 
current congestion window, and the congestion window is reset to one MSS. 
The sender then again grows the congestion window exponentially fast using 
the slow-start procedure until the congestion window hits the threshold. 
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TCP Vegas
r Tahoe can wait for long if losses
r Reno does fast-recovery (cancels slow start after 

fast retransmission)
r Tahoe and Reno react to congestion 
r Vegas improves Reno's performance.
r Vegas avoids congestion:

m detect congestion before packet loss occurs
m lower the rate linearly when this imminent packet loss is 

detected
r RTT used to detect possible congestion

TCP Vegas algorithm can improve Reno's performance. Whereas Tahoe and 
Reno react to congestion (that is, to overflowing router buffers), Vegas 
attempts to avoid congestion while maintaining good throughput. The basic 
idea of Vegas is to (1) detect congestion in the routers between source and 
destination before packet loss occurs and (2) lower the rate linearly when this 
imminent packet loss is detected. Imminent packet loss is predicted by 
observing the round-trip times. The longer the round-trip times of the packets, 
the greater the congestion in the routers. 
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TCP Fairness

Fairness goal: if N TCP 
sessions share same 
bottleneck link, each 
should get 1/N of link 
capacity

WHY?
r Additive increase gives 

slope of 1, as throughout 
increases

r multiplicative decrease 
decreases throughput 
proportionally 

TCP congestion 
avoidance:

r AIMD: additive 
increase, multiplicative 
decrease
m increase window by 1 

per RTT
m decrease window by 

factor of 2 on loss 
event

TCP congestion control converges to provide an equal share of a bottleneck 
link's bandwidth among competing TCP connections. If we ignore the slow-
start phase, we see that TCP essentially increases its window size by 1 each 
RTT (and thus increases its transmission rate by an additive factor) when its 
network path is not congested, and decreases its window size by a factor of 2 
each RTT when the path is congested. For this reason, TCP is often referred to 
as an additive-increase, multiplicative-decrease (AIMD) algorithm. 
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Why is TCP fair?
Two competing sessions:
r Additive increase gives slope of 1, as throughout increases
r multiplicative decrease decreases throughput proportionally 

A goal of TCP's congestion-control mechanism is to share a bottleneck link's bandwidth evenly 
among the TCP connections that are bottlenecked at that link. But why should TCP's additive-
increase, multiplicative-decrease algorithm achieve that goal, particularly given that different 
TCP connections may start at different times and thus may have different window sizes at a 
given point in time? [Chiu 1989] provides an elegant and intuitive explanation of why TCP 
congestion control converges to provide an equal share of a bottleneck link's bandwidth among 
competing TCP connections. 
Let's consider the simple case of two TCP connections sharing a single link with transmission 
rate R, as shown in the figure. We'll assume that the two connections have the same MSS and 
RTT (so that if they have the same congestion window size, then they have the same throughput), 
that they have a large amount of data to send, and that no other TCP connections or UDP 
datagrams traverse this shared link. Also, we'll ignore the slow-start phase of TCP and assume 
the TCP connections are operating in congestion-avoidance mode (additive-increase, 
multiplicative-decrease) at all times. 
Suppose that the TCP window sizes are such that at a given point in time, that the amount of link 
bandwidth jointly consumed by the two connections is less than R. No loss will occur, and both 
connections will increase their window by 1 per RTT as a result of TCP's congestion-avoidance 
algorithm. Eventually, the link bandwidth jointly consumed by the two connections will be 
greater than R and eventually packet loss will occur. Connections 1 and 2 then decrease their 
windows by a factor of two. Suppose the joint bandwidth use is now less than R, the two 
connections again increase their throughputs. Eventually, loss will again occur, and the two 
connections again decrease their window sizes by a factor of two, and so on. You should 
convince yourself that the bandwidth realized by the two connections eventually fluctuates along 
sharing an equal bandwidth. You should also convince yourself that the two connections will 
converge to this behaviour regardless their starting point. Although a number of idealized 
assumptions lay behind this scenario, it still provides an intuitive feel for why TCP results in an 
equal sharing of bandwidth among connections. 
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TCP Fairness

congestion avoidance: additive increase

loss: decrease window by factor of 2



64

UDP is also commonly used today with multimedia applications, such as Internet phone, real-
time video conferencing, and streaming of stored audio and video. all of these applications can 
tolerate a small fraction of packet loss, so that reliable data transfer is not absolutely critical for 
the success of the application. Real-time applications, like Internet phone and video 
conferencing, react very poorly to (TCP's) congestion control. Many multimedia applications do 
not run over TCP for this very reason--they do not want their transmission rate throttled, even if 
the network is very congested. These applications prefer to pump their audio and video into the 
network at a constant rate and occasionally lose packets, rather than reduce their rates to "fair" 
levels at times of congestion and not lose any packets. 

It is possible for an application to have reliable data transfer when using UDP. This can be done 
if reliability is built into the application itself (for example, by adding acknowledgment and 
retransmission mechanisms, such as those we shall study in the next section) or in special 
transport protocol running on top of UDP.

In order to ensure some characteristics required by such applications (sequence numbers, 
timestamps) there is an ad-hoc transport protocol called Real Time Transport Protocol (RTP).

However, running multimedia applications over UDP is a controversial matter. In fact, given that 
UDP has no mechanisms to prevent the network from entering a congestion state,are not fair--
they do not cooperate with the other connections nor adjust their transmission rates appropriately. 
A major challenge in the upcoming years will be to develop congestion-control mechanisms for 
the Internet that prevent UDP traffic from bringing the Internet's throughput to a grinding halt,
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Real Time Transport Protocol
(RTP)
rStreaming multimedia applications do not

use TCP
m repetition of lost packets is not adequate
m UDP is used

r RTP
m uses UDP
m defines format of additional information 

required by the application
(sequence number, time stamps)

m uses a special set of messages (RTCP) to 
exchange periodic reports
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Chapter 3: Summary

r principles behind 
transport layer services:
m multiplexing/demultiplexing
m reliable data transfer
m flow control
m congestion control

r instantiation and 
implementation in the Internet
m UDP
m TCP

Next:
r leaving the network 

“edge” (application 
transport layer)

r into the network “core”


